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Abstract

We demonstrate how to exploit re ections for accurate
registration of shiny objects: The lighting environmenhca
be retrieved from the re ections under a distant illumircati
assumption. Since it remains unchanged when the camer
or the object of interest moves, this provides powerful ad-
ditional constraints that can be incorporated into standlar | e
pose estimation algorithms. \_ y.—»;:ﬂ

The key idea and main contribution of the paper is there- -_Ta)_Texture only
fore to show that the registration should also be performed g
in the lighting environment space, instead of in the image
space only. This lets us recover very accurate pose esti-
mates because the specularities are very sensitive to pos:
changes. An interesting side result is an accurate estimate
of the lighting environment.

Furthermore, since the mapping from lighting environ-
ment to specularities has no analytical expression for ob- |
jects represented as 3D meshes, and is not 1-to-1, register:
ing lighting environments is far from trivial. However we
propose a general and effective solution. Our approach is
demonstrated on both synthetic and real images.

i

(c) Our method (d) Side-view of (c)
Figure 1. Improving the pose using specular re ection constraints.
(a) Projection of a cylindrical model given the pose estimated by
standard template matching [2]. The CD case at the bottom side of
. the image wasiot used for pose-estimation but we use its known
1. Introduction position with respect to the cylinder to project its corresponding

It has long been known that specular re ections provide two-facet model into the image. The yellow circle highlights the
useful shape and pose information [23, 26, 3]. However, inaccurate reprojection of the case. (b) Projecting the same models
practical approaches to using them to retrieve detailegesha in a side-view that was not used to perform pose estimation high-
information have only been reported recently [8, 4]. More- lights the inaccuracies, especially at the bottom-right corner of the
over, to the best of our knowledge, they have not yet beenCD_ case. (c,d) Pr_ojegtions of the_ models using the pose obtained
exploited for pose estimation. As depicted by Figure 1, we 2 imposing our lighting constraints. They are now much more

. . accurate as evidenced by the side-view.

show that they can indeed be used to increase the accuracy
of registration methods. Th!s is in contras_t to all current iractions from both primary light sources such as lamps or
approaches we know of, which treat re ections, and more windows, and secondary ones such as walls. We compute
generally lighting effects, as nuisances to be discounsed u such a map from the specular pixels given a 3D model of
ing either robust statistics or descriptors that are ingees 4 target object and its pose. Our key observation is then
to their effects [10, 12]. _ - that the correct pose parameters are those that predict the

More speci cally, we represent the light striking the tar- o vect jocation for the specular re ections and therefete
get object by arenvironment maplt associates 3D direc- ;5 compute environment maps that remain unchanged as the
tions with the properties of the light-rays coming from #€s  oiect moves. This strongly constrains the pose parameters

This work was supported in part by the Swiss National Sciétwe- because re ections are more sensitive to slight pose ctiange
dation. than texture, as shown in Fig. 2.




proaches rely on normalized cross-correlation or on region
descriptors such as SIFT [14] to achieve lighting invare&anc

Our approach that explicitly seeks to exploit lighting
changes to increase accuracy is therefore more closely re-
lated to works on illumination or irradiance recovery, whic
have long been studied in the Computer Vision and Com-
puter Graphics communities.

) In a very generic way, the lighting environment can be

Figure 2. Specularities provide strong pose constraints. (a) Twoform_allzed by th.e plenopt_lc function [1] W.hose most ex-
shiny boxes. (b) Both boxes have been moved very slightly. The te“?‘}’e de n't'o_n 'nCh,Jdes light-rays properties for es3 .
displacement of the specularities is much larger than the motionPOSition and orientation [7, 9, 13, 6, 25]. However, consid-

of the underlying texture and therefore yields much stronger pose€ring all its degrees of freedom is very cumbersome, and
constraints. most approaches focus on local regions under the assump-

tion that the rest of the scene is suf ciently far away. That

improve the precision of a standard template matching algo-v.vay’ the proper_t|e§ of the I|ght—ra_ys depgnd on their direc-
tions alone. This simpler plenoptic function only has 2 de-

rithm [2]. For instance, we can reduce by 97% the residual f froed q be treated oD i hich
error of the object to camera distance and horizontal rota-J'€€s Of Ireedom and can be trealed as a image, whic

tion parameters produced when using only template match-"> often referred to as an environment map.

ing. The kind of pose improvement made possible by our ~FOr some applications, such a map can be built by using
method is clearly important in the case of mixed reality, Sh eye lenses [21] or a panoramic view made from a rotat-

where a small tracking error can result in unrealistic aug- N9 camera at the center of the region of interest. Another
mented scene, which is what happens to the virtual CD-case?©SSiPility is to use an image acquired using a light probe.

of Fig. 1(a,b). We will also show that this is important when For this purpose, a mirrored sphere constitutes an extellen
trying to re-synthesize specularities at the right places. choice both because all directions are represented in its im

Our algorithm can be summarized as follows: Given 29€ and because it is easy to map back the environment map

short image sequences and approximate pose estimatedSing the analytical de nition of the sphere [S]. However, i
computed by standard template matching, we estimate theS NOt alwz_slys possible to mtrodu_c_e such an ideal light probe
Lambertian and specular components for each frame ano|n_th_e environment before acquiring the images. To address
derive environment maps from the estimated specular im—.th's issue, the use of random objects that actually are prese
ages. Since these maps are functions of the pose parameterd) the scene has been demonstrated [17, 24] or even human
we can align them at the same time as we align the image®YeS [16]. Unlike the sphere mentioned above, such an ob-

textures and use the same template matching approach to d§Ct may not behave like a perfect mirror and the specular
0. component must rst be separated from the Lambertian im-

In short, we simultaneously register in the image space 29€ texture.

and in thelighting environment spaceThe main challenge This separation can be achieved in many different ways,
in implementing this approach was to compute environmentdepending on the chosen representation for the lighting en-
maps that can be used for this purpose. In particular ourvironment. One may use a sparse representation made of
maps have to be differentiable with respect to the pose pa-Point light sources [18, 11], and extract the highlightsyonl
rameters since the registration algorithm requires the ana @s local intensity maxima. However a dense representation
lytical computation of derivatives, something that stadda S more general. In that case, the specular re ections of the
approaches to Computing environment maps do not provideenvironment on the object surface have to be extracted en-
for. Fig. 3 depicts our solution to this problem, which is tirely. In case of dielectric objects and sources of a unique
very generic. It could be incorporated into other 3D track- chromaticity, they can be retrieved using [22]. When en-

ing approaches and thus, open new avenues of research. gineering the capture is possible, polarization approsche
such as [15] allow for accurate diffuse-specular separatio

2 Related Work [19] considers the image ow, but only in the case of ob-
jects that are formed of parts that are either strictly Lam-
Camera pose estimation and 3D tracking have been ex-bertian or strictly specular. When a 3D model of the object
tensively explored [10, 12]. They typically involve match- of interest is available, it can be exploited to handle niater
ing 2D image features against 3D ones and tend to discardals with more generic re ection properties [17, 24]. Since
lighting information. The use of edge and line features is the object is represented by a mesh and not as an analyti-
often justi ed on the basis of their insensitivity to light- cal surface, one has to be careful when mapping back the
ing changes. Most feature-based and template-based apextracted specularities to the environment map. [17] uses a

We show that these lighting constraints can substantially
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Figure 3. Computing a differentiable environment map from speculagénpixels, by associating a color to each 3D orientation. (a) One
image from a sequence of a specular and textured objet to which a 3Bl isaggistered. (b) The corresponding specular image. (c)
Direct mapping from image to 3D orientation creates holes due to samptibéepns and does not allow the computation of the derivatives
required for template matching. (d) Inverse mapping produces a maajsthuitable for template matching, but cannot be differentiated
analytically for objects represented as 3D meshes. (e,f) For corjets, we overcome this problem by rst mapping the mesh vertices
from the image to the environment map and then assigning to each eneinbnmap point the color obtained by linear interpolation over
the triangle the point lies on. (g,h) For non-convex objects, the mapgiogrbes a many-to-one relation and the nal color is taken to be
the mean of the colors at locations computed from all the triangles the paimrie

low resolution environment map called illumination hemi- 3. Approach

sphere and makes each specular pixel vote independently. o, approach to accurately computing the pose of a tar-
This gives robustness to pose and re ections extraction €r-get object in each frame of an-image video-sequence
rors but results in relatively poor quality maps in which the fligi=1 -n includes three steps. Given the pose in the rst
structure of the specularities is lost. [24] ts a function frame, which can be obtained using a technique based on
made of spherical harmonics, and as a result, gets Smoomeﬂqatching feature points, and an untextured 3D madel
envirgn_ment maps. While in their context these approachesy, ihe form of a triangulated mesh, we rst perform stan-
to building environment maps are suf cient for shape and 5 template matching, which yields rough pose-estimates
texture recovery, we need a more accurate one for precisy, the rest of the sequence. From these initial poses, we then
pose estimation since we match the structure and the shapgeparate Lambertian from specular image components. Fi-
of the light sources present in the environment. nally, given the specularities, we re ne the pose estimates

Our own approach to computing environment maps fol- in the images so that their corresponding environment maps
lows the same philosophy as [17, 24] when extracting the are as similar as possible to the one associated with the rst
specular re ections but is designed to produce sharp andimage. In the remainder of this section, we describe these
differentiable environment maps, such as those of Fig. 3. three steps in more detail.



3.1. Initial Pose Estimation 3.3. Computing the Environment Maps

We treat the rstimage as a reference and perform tem-  Given the pose parameters we represent the environ-
plate matching to estimate the pose in the others. Morementmap as animade( ;S) correspondingtoa 2D map-
speci cally, given the pose ; inthe rstimagel 1, we seek  ping of a sphere, and whose intensities come from a specu-
to recover the pose ; in the following ones in terms of 3  lar imageS. We follow the mapping function of [5] since it
exponential map coef cients for rotation and 3 translation results in low distortion in all directions, but extend it3D
parameters. LaV(1; ;9 be the function that warps the meshes while making it differentiable.
image of mestM with pose in | to synthesize the one We build our environment maps as described in Fig. 3(e-
that would have been produced if its pose had be@nwe h): We rst project the vertices of our triangulated medh
use barycentric coordinates to select regularly spaced 3Dinto the environment mag. Each resulting 2D triangle is
points on each of thes facets ofM and assign to these lled by interpolating the values in the specular ima8ge
points the intensity corresponding to their reprojectinon i This solves the sampling problem illustrated by Fig. 3(c).
imagel ; given pose ;. We retrieve the pose; in image However, special care is required to handle the fact that sev

I; by maximizing eral points in the specular images can fall at the same envi-
Ri ronment map location because they correspond to the same
fr( i)= NCC(W(I1; 1; )P i))itpiC ) ;D) normals.
=1 More speci cally, given the 3D verticelsvyg of M , we

where thep; are the 2D projections of the 3D points sam- compute the viewing directiosx( ) of vertexvi as the
pled on facef, and NCQ:; :) represents normalized cross- nhormalized vector joining it to the camera center. The di-
correlation. Bilinear image interpolation lets us tréatas ~ rectiondy( ) of the light-ray striking the object at, and

a differentiable function of the pose, which is important fo reaching the camera is given by

optimization purposes. G )= el ) 2@ ) none

3.2. Isolating Specularities kek( ) 2(ex( ) nminkk’

To extract specularities, we could have used sophisti- Whereny is the normal to the object's surface at vertax
cated methods, such as those proposed [22, 20] for dielecProjectingvy in the environment image then amounts to
tric materials. However, for the sake of both simplicity and computing the poing in the environment map that corre-
generality, we used a much simpler median-based approachsPonds to d'reCt'O'dk(2 ) = [dx;dy; dz]
which has proved adequate for our purposes. iims d,

Because normalized cross-correlation is relatively insen _ O S+ d2+(d2
sitive to illumination changes, template matching yields a( )= 05 + ﬁ%
pose estimates that, while not perfectly accurate, are suf di+dy
cient to estimate the object's underlying texture. As shown We then exploitgy to estimate the intensity at each loca-
by Fig. 4, we estimate the Lambertian component of the tion s in E. We assume that the facets of the mesh are
texture by warping back all the images to the rst one suf ciently small so that their projections i& remain tri-
so that corresponding object parts are superposed. In thengles, which can always be achieved by retriangulation of
warped images, the Lambertian image component is stabithe mesh. At locatios = [s;t]" in the environment image,
lized, while the specular one is not. We therefore perform the intensityE( ; S)(s) is taken as the mean of the inten-
median ltering on a pixel per pixel basis in the stack of sities inS at location obtained from the facets on whigh
images to remove the specular component and represent thges.

objects texture as the image We rst compute the barycentric coordinatessdbr ev-
T = Median W(li; i; 1): ery facef itlies on
L .3 1 23
The specular component in images then taken to be 4le pj,z 5 455
Si:|i W(T, 1, i): bJ( )_ qjl (% Cé ( ) ;_ X

Si is a reliable estimate because the median ltering is ' .

robust to the intensity changes produced by small pose—wherep‘k andc{< are the environment image coordinates of
estimation inaccuracies. Even thoughis only an approx-  thek™ vertex of facej . The environmentimage can nally
imation of the true object texture when the object moves be written as

with respect to the lighting, it sufces for our purposes R

because specularities typically produce intensity change E( ;S)(s)= 1 S(mi( ));

much larger than those attributable to Lambertian effects. Nt o



() (b) (© (d)
Figure 4. Estimation of texture and re ections. (a,b) First and last &afha video sequence. (c,d) The diffuse and specular images
computed as described in Section 3.2. Image (d) was gamma-carfectarity.

where them! are locations in the specular image de ned
by the previously computed barycentric coordindtesvith
respect to the projection of facein S. Note thatE( ;S)

is differentiable with respect to , which is critical for tem-
plate matching.

3.4. Pose Re nement from Environment Maps
. . @ (b) (©
In each image; of the sequence, starting from the rough Figure 5. Energy landscapes with image center corresponding to
estimate of the pose ; of Section 3.1 and under the as- the correct pose. Each image is a plane cutting the 6D space of
sumption of static lighting, we can now use both the texture the energy function. When evaluating the energy, we only let the

and environment map representations to re ne the pose byX-axis rotation and the Z-translation vary, since they are the less
minimizing constrained parameters in a texture-based tracking, and set the oth-

_ . _ N ers to their optimal values. (a) is the texture energy, (b) the lighting
B0 min feC ) Fr( ) with @ one, and (c) the addition of the two, which exhibits a much better
fe( i)

(E( :S)) E( 1:S1))2 de ned minimum that the other two.
wheref 1 is the texture correlation term of Eqg. 1, ahd
quanti es the difference between the environment maps es-4. Results
timated from the rst frame and from the current oneis
a weight that we compute so that the two terms have gradi-
ents with initially equal magnitude, thus ensuring thatthe
have a comparable in uence.
Fig. 5 depicts energy landscapes around a correct poséh.1. Synthetic Images

in one frame of a video sequence. To produce them, we Fig. 6 illustrates our results using synthetic images for
have taken a known pose and evaluated Hagthandfg which we can quantify the improvement in accuracy that
at various poses around it. To represent it in 2D we havethe lighting constraints provide. The synthetic poses used
xed 4 parameters and sampled the Z-axis translation andto generate the images are randomly perturbed. These poses
the X-axis rotation, which are the two parameters that areare then independently re ned using either only texture or
only weakly constrained by texture matching in the exam- both texture and environment maps. Table 1 shows the dis-
ple of Fig. 1. The lighting energy landscape of Fig. 5(b) tance between the recovered poses and the original ones.
shows a steep energy drop at the correct pose for X-axis ro-Our approach brings substantial improvements over using
tation, which greatly constrains the optimization. Thisca texture alone, especially as far as estimating Z-Axis trans
be seen in the total energy landscape of Fig. 5(c), whichlation and rotation around the X-Axis are concerned. These
exhibits a deeper narrower energy minimum than the onetwo parameters are precisely those that are dif cult to re-
of Fig. 5(a) computed from texture only. This means that cover using texture cues only because they can vary a lot
the global minimum is de ned with more accuracy and that more than others without changing much the projected ap-
it can be reached more easily. These are the root reasonpearance. It is of interest to note that the magnitude of
why combining texture and lighting constraints brings the the residual errors of all the parameters optimized with our
improvement we demonstrate below. method are now of the same order, which was not the case

We demonstrate our approach rst on synthetic images
and then on real ones.



(c) Texture only

(a) Synthetic image (b) Randomized pose (d)a@pproach

Figure 6. Using synthetic images. (a) Original frame from a sequercgymhesized. (b) The pose has been randomized. As a result the
top right corner of the cylinder projects at the wrong place. (c) Simpl@lzie matching falls into a local minimum and barely improves
the pose. (d) Using the lighting constraints brings a substantial improteandrihe 3D model now projects at the right place.

(a) Original environment map (b) Differences with randomizede  (c) Differences with texture pose (d) Differences with method

Figure 7. Partial views of the environment maps for the can of Fig. 6Tlfa original environment map used to produce Fig. 6 (a). (b)
The difference image between the original environment map and theasnputed by the projection of the specularities present in image
Fig. 6(a), using the method of section 3.3(a) and the initial randomizsel. @ifferences from ground truth mainly involve elongated and
skewed lighting areas. (c) Difference image with the environment migireal after the optimization based on texture cues only. The areas
are still skewed and too spread, hence the big differences. (d) Byastirthe difference image obtained after using texture and lighting
cues is almost black, which means that the shape and localization of thedightias in the recovered environment are very similar to the
target image (a). This is related to the accurate pose recovery thatis gdan Table 1 and visible in Fig. 6 (d).

Camera Position| Texture Our Error 4.2. Real Images
Errorinmmon: | Approach | Method | Reduction ) ] ) o
X 1.16 (1.35)| 0.31 (0.33)| 73.4% Flg. 8_shows an .example in which comb|n|ng texture
y 1.60 (2.79)| 0.20 (0.19)| 87.3% and lighting constraints help. The duck is not very tex-
7 7.42(9.70)| 0.20 (0.33)| 97.4% tured. As a result, when using t(_axture or_1|y, the recovered
Camera Rotationl  Texture our Error poses yield correct rgprOjectlon in the middle of the ducl_<
Error in Deg. on :| Approach Method | Reduction F_ ng)re)ths tgxturr]e 'ﬁ ; but not at Fhe edgeshgs sh&wn N
ig. 8(b,c). Using the lighting constraints xes this pre
X Sgg (g'é? 8(132 (8‘12) giigﬁo and results in a correct reprojection everywhere. In partic
)z/ 0.78 Elllog 0.06 E0.0Qg 94'20/(0’ lar, as shown on g. 8(d,e), the head and tail now reproject
- - - - - correctly mainly because the X-axis rotation is better con-

Table 1. Error evaluation in synthetic images, average valuesStrained.

(Standard deviation). The Z-axis translation indetermination and  In Fig. 9, we come back to our central theme. Even
X-axis rotation indetermination are resolved by the lighting term. the small pose-estimation inaccuracy that results fromgusi
For these parameters, our method reduces the residual error byynly the texture and ignoring illumination effects restifts
about 97%. a dramatic motion of the specularities when using this pose

with the texture only approach. This emphasizes the ideato synthesize new images. This motion disappears when
that lighting and texture clues are complementary. using the poses returned by our algorithm.

In Fig. 7, we compare the environment map we recover  Accurate pose estimation is crucial for augmented and
with the one that was used to create the images. They aramixed-reality. In Fig. 1 we demonstrate that our method can
very similar, which means that our recovered map could bere ne poses up to a point where it becomes possible to add
used to convincingly light virtual objects added to the real synthetic objects at correct places even if they are religtiv
scene. This was not the case with the environment that carfar from the observed object. Furthermore, it shows that
be estimated using the poses from simple texture matchingthe accuracy is conserved in a perpendicular view, which is



(a) Initial pose (b) Texture only (c) Texture only (d) Our apach (e) Our approach

Figure 8. Tracking a poorly-textured duck. (a) First frame of the wisequence with registered 3D model. We show in the upper right
corner a zoomed version of its tail. (b,c) Using texture only leads to arasarg drift, as evidenced by the fact that the model's occluding
contours are not at the right places. (d,e) The lighting constraintsesghe drift and the model is correctly projected. The corresponding
video can be found dtttp://cvlab.ep .ch/research/poseref.

(a) Initial pose (b) Texture
!
#
@)
!
(c) Specular image (d) Environment map

Figure 10. Computing an environment map from a 300-frame
video. (a) Initial pose of a partial model of the helmet in the rst

(b) (©) frame of the video. (b,c) Recovered diffuse and specular pixels.
(d) Close-up on the computed environment map in which we can
see the re ection of an of ce window.

to synthesize new views in which the re ections are accu-
rately located, which is important for graphics and Mixed-
Reality applications.

5. Conclusion

. @ B © . Standard pose-estimation algorithms tend to discard
Figure 9. Resynthesizing specularities. (a) An image with a Spec-|ighting-information. In this paper, we have shown that it
ularity highlighted by the overlaid ellipse and white lines. Itis 5 e explicitly used to increase the accuracy of a standard

produced by a point light source at a known location. (b,c) Poses : : :
recovered without and with the lighting constraints. (d) Relighting templgte matchlng algorlthm. Our approach relies on a very
eneric computation of environment maps. It could there-

the model using the pose estimated using texture only produces e? . . .
specularity at the wrong place. (e) Using the lighting constraints ore be incorporated into other 3D tracking approaches,

yields a re ned pose that produces a specularity at the right place.e€nce operling new avenues of r.esearch.
Convincing results were obtained for both accurate ob-

not used for pose estimation, and where using texture onlyject localization in side view and realistic synthetic rend

yields inaccurate results. ing of shiny objects which are known to require high preci-
Fig. 10 shows the Lambertian appearance of anothersion in geometry and pose estimation.

shiny object and the environment map, both recovered from  The ability to estimate poses that are both accurate and

a 300-frame sequence. Fig. 11 shows that we can use thengonsistent with a recovered representation of the lighting



(a) Real image

(b) Texture only (c) Our approach

Figure 11. Synthesizing images with correctly located and shaped

specularities.

(@) Top: Frame #200 in the video sequence of

Fig. 10. Bottom: A close-up of this image around the specular-
ity created by the window. We manually outlined it in red. (b)
Top: Image synthesized by relighting the recovered texture using[16] K. Nishino and S. Nayar. Eyes for relightingCM Transac-
the environment map and the pose computed using texture only.
Bottom: The corresponding close-up. The red outline is the same[17]
as in (a). The blue dotted line delineates the synthesized specu-
larity and does not match the red contour. (c) Top: Synthesizing
using the pose computed with our method. Bottom: Note that
the rectangular shape of the of ce window specularity is perfectly
clear and exactly matches the red outline.

environment offers interesting opportunities for futupe a
plications, such as optimizing the surface normals of the
object for re ning the shape of the 3D input model and to
estimate the re ections properties of the object's materia
Mixed-reality applications can also take advantage of the [20]
accurate poses and environment estimate.
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