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ABSTRACT

In this paper, we present a novel histogram based
method for estimating and maximising mutual in-
formation (MI) between two multi-modal and possi-
bly multi-banded signals. Histogram based estima-
tion methods are a common means for estimating
the MI between two signals and the derivative of MI
with respect to these signals. However, they do not
scale well towards higher dimensions of the signals
involved. We introduce a new estimation method
which relies on the combination of non-uniform quan-
tisation of the signal spaces and kernel density esti-
mation to deal with this problem. Furthermore, we
show how existing 1D-1D methods can be improved
by using a combination of weighted histogram up-
dates and kernel convolutions. These convolutions
can be computed e�ciently in the frequency domain,
which reduces the computational cost signi�cantly.
The weighting scheme, on the other hand, enables
us to compute analytical derivatives of MI with re-
spect to either of both signals, which is important
for further optimisation purposes. We illustrate our
approach with several applications in parametric and
non-parametric multi-modal image registration. Our
case study is the registration of multi-band aerial im-
ages. More particularly, we demonstrate how opti-
misation of MI can successfully align intensity, infra-
red, natural color and pseudo-color images. How-
ever, the applicability of our algorithms is not con-
�ned to this particular domain. For example, several
applications in the domain of medical imaging could
potentially bene�t from the proposed approach.

Key words: Mutual information, multi-band regis-
tration.

1. INTRODUCTION

In medical imaging, maximisation of mutual infor-
mation (MI) has been demonstrated to be a gen-
eral and reliable approach to register multi-modal
images (10)(16). In multi-modal registration, data
recorded with di�erent scanners (e.g. CT-scans

which highlight bone structure and MR-scans which
distinguishes between di�erent types of soft tissue)
need to be superimposed. MI is well suited to deal
with multi-modalities because, unlike e.g. correla-
tion based measures, it assumes no functional rela-
tionship between the values of both images. Rather,
it measures the statistical dependency between cor-
responding image values.

This paper focuses on the derivation of a fast, robust
and di�erentiable estimator for MI. The two princi-
pal methods for estimating MI are histogram based
methods (4)(6) and kernel density estimation (KDE)
approaches (13)(14). First, we show how these can
be combined, to obtain a fast convolution based esti-
mator, both for MI and its derivatives. The link with
KDE establishes a sound theoretical foundation for
estimating kernel properties such as size and orien-
tation, and shows how these properties can be dy-
namically updated in the course of the registration
process. Next, we extend the approach to higher
dimensional ('multi-banded' or 'multi-spectral') sig-
nals. We employ a combination of non-uniform vec-
tor quantisation of the signal spaces and KDE to
tackle this problem. The algorithms are applied to
the parametric and non-parametric registration of
aerial images, where multi-modality arises from the
di�erent spectral sensitivities of the sensors. With
several examples, we will demonstrate how maximi-
sation of MI can accurately register near infra-red
(NIR), pseudo color, natural color and intensity im-
ages of the same scene. In the parametric case, we
have restricted ourselves to a�ne transformations,
but the approach can be easily extended to more ad-
vanced transformation models, which e.g. take cam-
era calibrations and/or geodesics into account.

The remainder of this paper is organised as follows.
First, we derive the estimators for MI and their
derivatives. In a Monte Carlo experiment, we in-
vestigate the bias and variance of the estimator and
compare it to two reference techniques. Next, we
show how the MI-estimator can be included in a gen-
eral parametric and non-parametric image registra-
tion framework. We present several image registra-
tion experiments, including one with ground-truth.
We end the paper with some general conclusions and
a description of future work.
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2. ESTIMATORS FOR MI

2.1. Histogram and KDE-based estimators for MI

Let X and Y be two continuous random variables
with respective probability density functions p1(x)
and p2(y), and with a joint probability density func-
tion p(x; y). The mutual information between X and
Y is de�ned as follows:

I (X ; Y) =
Z Z

p(x; y) log
p(x; y)

p1(x)p2(y)
dxdy : (1)

When trying to estimate the MI between X and Y ,
we are confronted with two problems: (i ) the estima-
tion of the joint and marginal density functions and
(ii ) the integration of a function of the resulting den-
sity estimates. Both objectives can be easily reached
by means of marginal and joint histograms (6)(7).
Suppose we uniformly quantise the domains ofX and
Y into n bins of width w with respective bin centers
f ci gn

i =1 and f cj gn
j =1 . The bin centers of the joint

histogram are the tuplescij = ( ci ; cj ). The marginal
histograms are then de�ned as the setsf hi gn

i =1 and
f hj gn

j =1 where hi and hj equal the number of obser-
vations falling in the i th bin and j th bin respectively.
Likewise, the joint histogram is de�ned as the set
f hij gn

i;j =1 where hij equals the number of observa-
tions which fall in the ij th bin. The histogram based
density estimators are de�ned as follows:

p̂1(x) = h i
Nw for x 2 i th bin

p̂2(y) = h j

Nw for y 2 j th bin
p̂(x; y) = h ij

Nw 2 for (x; y) 2 ij th bin
(2)

whereN represents the total number of observations.
The density estimator produces a piecewise constant
approximation of the underlying probability density
functions. We can now approximate the integral in
(1) by a discrete sum:

bI (X ; Y ) =
P

i

P
j p̂(ci ; cj ) log p̂(ci ;c j )

p̂1 (ci ) p̂2 (cj ) w2

= 1
N

P
i

P
j hij log Nh ij

h i h j
:

(3)
If we only have a limited number of experimental
data at our disposal, we are confronted with an inher-
ent di�culty: choosing any bin-size has advantages
and liabilities. Enlarging the bins (i.e. lowering n)
will result in a more accurate density estimation as
more data fall within the bins, but the density esti-
mates are too 
at, underestimating I (X ; Y). Smaller
bins allow us to capture small variations in the densi-
ties, but allow the 
uctuations that are due to small
sample size to be interpreted as small-scale structure
in p(x; y), overestimating I (X ; Y) (2). Furthermore,
this estimator is not di�erentiable w.r.t. the data.

These problems can be dealt with by incorporating a
form of kernel density estimation. The general form
of a KD-estimator in d dimensions is (9)(12):

p̂(x) =
1

Nhd

NX

k=1

K
� 1

h
(x � xk )

�
; (4)

where K (x) is required to be a valid d-dimensional
density function. x is a d-dimensional random vector
whose density is being estimated (in the context of
our discussionx=[ x y]T ), f xk gN

k=1 are the N samples
and h is the kernel width. When a Gaussian kernel
is used, K (x) = (2 � ) � d=2jSj � 1=2 exp(� 1

2 xT S� 1x).
The squared Mahalanobis distance (xT S� 1x) varies
the kernel width in proportion to the variances of the
data in a rotated coordinate system. Other kernels
can be used, but the quality of the resulting density
estimate, measured in terms of the mean integrated
squared error (MISE) in p̂(x), is not very di�erent.
It is well known that the performance of KDE is
critically dependent on the kernel width. A possible
way of choosingh is by likelihood cross-validation,
which minimises the divergence between the true and
estimated density. To provide an initial guess forh,
we can assume that the underlying densityp(x) is
approximately normal, and minimise the MISE with
respect to h. For a 2-dimensional Gaussian kernel
the estimate for h turns out to be 0:96N � 1=6 (12),
i.e. the kernel shrinks (albeit slowly) with increasing
sample size.

Compared to histograms, KD-estimates are more ro-
bust when the amount of data is limited, and we
are freed of the choice of the appropriate bin width.
Furthermore, the estimates are smooth functions of
the data and hence di�erentiable w.r.t. this data.
We are however left with the problem of integrating
the MI-function of these quantities. One possible
way is to view (1) as the expected value of the func-
tional log(p(x; y)=p1(x)p2(y)) and approximate this
expected value with a sample mean (14). In this
procedure, the data is partitioned in two exclusive
sets S1 and S2, where S1 is used for KDE and S2 is
used to estimate the expected value. This approach
has several drawbacks. First of all, it only uses part
of the data for KDE, which reduces the accuracy of
the resulting MI-estimator. Secondly, the algorithm
has quadratic complexity, because the distance from
every point in S1 to every point in S2 needs to be
computed. For this reason, in (14) only a small ran-
dom sample from all available data is used for the
estimation of MI. Obviously, subsampling the data,
combined with the stochastic integration of the MI-
functional, results in a high-variance estimator. This
complicates MI-optimisation, e.g. it introduces the
need for gradually decreasing learning rates, where
the rate of decrease is problem dependent.

2.2. A combined approach

We can take the best from both worlds by combin-
ing the histogram and kernel density based methods
to obtain a robust, di�erentiable estimator. Instead
of discretely assigning a datumxk to a certain bin,
we divide the datum over all bins of the histogram.
The amount by which the ij th bin is updated will
be a function of the distance between the datumxk
and the respective bin centercij . An obvious choice
for such division functions are the kernels involved in
kernel density estimation. Once the histograms are
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estimated, we can easily compute the mutual infor-
mation as in (3). In fact this fuzzy binning proce-
dure is fully equivalent to evaluating a kernel den-
sity estimate at regular positions and computing the
Riemann-sum to approximate (1). If we use a Gaus-
sian kernel, we can now express the value ofhij as
follows:

hij =
NX

k=1

C exp
�
�

1
2

(xk � cij )T S� 1
K (xk � cij )

�
; (5)

where SK represents the actual kernel covariance
matrix, i.e. SK = Sh2, and C collects all con-
stant terms. For the purpose of MI-optimisation, we
would like to compute the change ofbI (X ; Y) with the
sample values ofX . From equation (3) and taking
into account that N =

P
i

P
j hij , hi =

P
j hij and

hj =
P

i hij , we see that bI (X ; Y) can be completely
expressed in terms of the joint histogram valueshij .
Hence, the derivative of bI (X ; Y) w.r.t. xk can be
written as follows:

@bI (X ; Y )
@xk

=
nX

i =1

nX

j =1

@bI (X ; Y)
@hij

@hij
@xk

(6)

The derivative of bI (X ; Y ) w.r.t. hij is given by (3):

@bI (X ; Y)
@hij

=
1
N

�
log(

Nh ij

hi hj
) � bI (X ; Y)

�
; (7)

and the derivative @hij =@xk can be easily derived
from (5).

2.3. A fast convolution based approximation

From equations (5) and (6) we can see that to �ll
the histogram and compute the derivative of bI (X ; Y)
w.r.t. xk , we need to evaluate the kernel function
and its derivative on the distance betweenxk and all
bin centers. This is very time consuming, especially
when the number of bins or the amount of data in-
crease. However, with a slight modi�cation to the
histogram �lling method, it is possible to speed-up
the procedure signi�cantly. When adding a partic-
ular datum xk to the histogram, it is distributed
over the 4 surrounding bins with a bilinear weight-
ing scheme. After the histogram has been completely
�lled, it is convolved with the kernel. When the num-
ber of bins is large, this so-calleddata gridding has
a minimal e�ect on the original distribution, yet it
will enable us to compute the derivatives ofbI (X ; Y)
analytically. A similar devision scheme is used in
the well-known Partial Volume (PV) interpolation
method (4). In fact, PV-interpolation can be seen as
a limiting case of the proposed approach, where the
kernel K reduces to a� -Dirac function.

Let ci;j , ci +1 ;j , ci;j +1 , and ci +1 ;j +1 be the 4 bin cen-
ters surrounding datum xk . The histogram entries,

associated with these bin centers are updated accord-
ing to:

hi;j  hi;j + wi;j

hi +1 ;j  hi +1 ;j + wi +1 ;j

hi;j +1  hi;j +1 + wi;j +1

hi +1 ;j +1  hi +1 ;j +1 + wi +1 ;j +1 ; (8)

with:

wi;j = ( ci +1 � xk )(cj +1 � yk )=w2

wi +1 ;j = ( xk � ci )(cj +1 � yk )=w2

wi;j +1 = ( ci +1 � xk )(yk � cj )=w2

wi +1 ;j +1 = ( xk � ci )(yk � cj )=w2 : (9)

To ease a bit on the notation, in what follows we
will use a single index m, running from 1 to 4 to
index the 4 neighbouring bin centers, their associated
histogram entries and the bilinear update weights.
After �lling the joint histogram, it is convolved with
kernel K . We will refer to entries of the convolved
histogram as h�

ij . The derivative of bI (X ; Y) w.r.t.
xk can now be written as:

@bI (X ; Y)
@xk

=
nX

i =1

nX

j =1

@bI (X ; Y)
@h�ij

4X

m =1

@h�ij
@hm

@hm
@xk

:

(10)

The derivative of bI (X ; Y ) w.r.t. h�
ij is given by

(7). For symmetric kernels K , @h�ij =@hm is simply
K (cij � cm ). Finally, the derivatives of hm w.r.t. xk
are readily derived from (8). Let us now introduce
the n � n derivative matrix D , of which the ij th el-
ement dij is given by @bI (X ; Y)=@h�ij as de�ned in
(7). Furthermore, the n � n matrix D � K with ele-
ments d�

ij is the result of convolving D with K . It is
straightforward to show that:

@bI (X ; Y)
@xk

=
4X

m =1

@wm
@xk

d�
m ; (11)

where like before,m indexes the 4 surrounding bins.
We can summarize the overal procedure as follows:

� Given a data set consisting of the joint occur-
rences of 2 real valued random variables, esti-
mate the optimal kernel width with likelihood
cross-validation.

� Build the joint histogram by bilinear �lling, and
convolve it with kernel K .

� Compute derivative matrix D according to (7)
and convolve it with K .

� The derivative of bI (X ; Y) w.r.t. a particular xk
can now be found by identifying the 4 bin centers
surrounding xk and applying (11).
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Figure 1. A�ne registration of a natural-color image I 1 and a NIR image I 2. The �rst row shows both images
and a checkerboard overlay of their initial positions. The disparity is mainly due to rotation and translation.
The second row shows an overlay ofI 1 and I 2 �F after registration, and 2 detail views of this registration.

2.4. Extension to higher dimensional signals

Let X = [ X 1X 2 : : : X p] and Y = [ Y1Y2 : : : Yq] be
two continuous multidimensional random variables
on R p and R q with respective probability density
functions p1(x) and p2(y ), and with a joint probabil-
ity density function p(x; y). The mutual information
betweenX and Y is de�ned as follows:

I (X 1; X 2 : : : X N ; Y1; Y2 : : : YM ) =
Z Z

p(x; y) log
p(x; y)

p1(x)p2(y )
dxdy : (12)

We could, at least in principle, extend the previous
discussion to handle multidimensional signals as well.
However, for several reasons this would be very im-
practical. The main problem is large number of bins
needed to accurately estimate the marginal and joint
densities ofX and Y . Suppose, for example, that we
want to register 2 RGB-images, i.e. X and Y are both
3-dimensional, and we quantise each color band into
16 bins. Then the joint histogram would consist of
166=16; 777; 216 bins. Furthermore, the vast major-
ity of these bins will be empty and do not serve any
purpose throughout the computations.

We use a combination of non-uniform vector quan-
tisation (VQ) and kernel density estimation to deal
with this problem. The domains of X and Y are in-
dependently quantised with codebooks of sizen with
standard k-means. VQ induces a set of codebook
vectors f ci gn

i =1 and f cj gn
j =1 (the bin centers) and an

approximate Voronoi tesselation (the bins) on both
domains. Like before, the bin centers of the joint
histogram are the concatenationscij = [ ci cj ]. Be-
cause VQ tries to minimise the average distortion,
more (i.e. smaller) bins are assigned to regions of
high probability, and less (i.e. larger) bins are as-
signed to regions of low probability, which is satis-
factory from a density estimation point of view. We
can now rewrite eq. (3) as follows:

bI (X ; Y) =
1
N

X

i

X

j

hij

Vij
log

Nh ij Vi Vj

Vij hi hj
Vi Vj ; (13)

whereVi and Vj denote the hyper-volumes of thei th

and j th bin in the marginal histograms of X and Y ,
and Vij is the hyper-volume of the ij th bin in the
joint histogram. Note that, by construction, hi =P

j hij and hj =
P

i hij . The marginal histogram
bins are irregular polyhedrons, still Vij = Vi Vj , and
all volumes drop out from the equation. This means
that we do not need to know these volumes and the
univariate approach carries over entirely to the mul-
tidimensional case. The binning procedure is illus-
trated in �gure (2).

Unfortunately, because the bin centers are un-
ordered, we cannot perform KDE with convolutions.
To reduce the amount of computational work, we de-
�ne a rectangular box B around each data point and
only update the joint histogram bin centers within
B . The size of the box is choosen such that the ker-
nel value outsideB is neglectable. The bin centers
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Figure 2. Non-uniform binning of the domains of X1-
X2 (ci ) and Y1 (cj ). The depicted joint histogram
bin has centercij and volume Vij = Vi Vj .

within the update range can be found in logarithmic
time by employing a kd-tree search structure on both
f ci gn

i =1 and f cj gn
j =1 .

3. COMPARATIVE MONTE-CARLO
EXPERIMENTS

We now present a comparison between the pro-
posed convolution based MI-estimator with the PV
histogram-based estimator (Maeset al., (4)) and the
KD estimator (Viola et al., (13)). More speci�cally,
in a series of Monte Carlo experiments, we will com-
pare the bias and mean squared error of the dif-
ferent estimators, based on samples of various sizes
from a bivariate normal distribution. In the remain-
der of this section, we will abbreviate our approach
as 'PVKD', which stands for Partial Volume Kernel
Density estimator.

For a bivariate normal density with covariance ma-
trix �, the MI between X and Y is given by
I (X ; Y ) = 1

2 log(� x � y =j� j). We draw sample sets
of sizes 102, 103,..., 106 from this distribution and
estimate MI with the above mentioned methods. Ev-
ery experiment is repeated 1000 times, and we rap-
port the estimated bias B (Î ) = E [(Î � I )] and mean
squared error MSE (Î ) = E [(Î � I )2]. The sample
distribution has zero mean and variances� x = 1 :25,
� y = 1 :25 and � xy = 0 :75, rendering I (X ; Y) equal
to 0:2231. For the PV and PVKD methods, we
quantise the domain [� 5 5] � [� 5 5] into 2562 bins.
For the PVKD and KD methods we use an oriented
Gaussian kernel, where the optimal kernel widths
are estimated independently with likelihood cross-
validation. For the KD-method, half of the data
is used for density estimation and the other half
is used for the expected value computation. The
results are shown in table (1). All three methods
have an asymptotically decreasing absolute bias, al-
beit with di�erent rates of convergence. Noticeably,
the PV-method seriously overestimates MI, even at
large sample sizes. E.g. forN = 106 the relative bias
is still > 3%. When comparing the kernel based esti-

mators, it can be seen that the magnitudes of their
bias are comparable, with a slight advantage for the
PVKD-method. The magnitudes of the MSE of the
KD-method, on the other hand, are approximately
twice as large as those of the PVKD-method. This
is probably due to the fact that the KD-method only
uses half of the samples for density estimation. The
PVKD-method displays a very small bias at large
sample sizes: forN = 106, B (Î ) = 9 :420e � 06,
corresponding to a relative bias of� 0:004%. This
suggests that the e�ects of data gridding are indeed
neglectable.

In the registration of medical and remote sensing
images, the number of data (i.e. number of pix-
els/voxels) easily exceeds 106. Therefore, it might
also be informative to illustrate the computation
time of the di�erent estimators. For N = 106, the ex-
ecution time of the PV-estimator is 0:173 seconds on
a regular desktop PC (P4, 2.66GHz). For the PVKD-
estimator, the added overhead (FFT and inverse
FFT) is about 9 msec for a 2562-sized histogram.
The KD-estimator, on the other hand, would take
approximately 3 hours to complete. For this reason,
in (13) only 100 points are subsampled from all data
and used in the stochastic approximation procedure.
The presented results show that this comes at the
cost of a severe bias and variance.

4. APPLICATIONS TO PARAMETRIC AND
NON-PARAMETRIC IMAGE

REGISTRATION

4.1. Parametric image registration

Suppose we want to register 2 imagesI 1 and I 2, i.e.
we want to �nd a mapping or 
ow-�eld F : R 2 ! R 2

which maps positions (x1; y1) in I 1 to corresponding
positions (x2; y2) in I 2. In the case of parametric
image registration, the 
ow-�eld is a function of a
set of parameters� :

F : R 2 ! R 2 :
�
x1
y1

�
!

�
x2
y2

�
=

�
u(x1; y1; � )
v(x1; y1; � )

�
:

(14)

If maximal mutual information is used as the regis-
tration criterion, we can follow a gradient ascent ap-
proach to move � from some initial value � 0 to the
optimal value � � . We use a combination of the Polak-
Ribiere conjugate gradient method and Brents's line
minimisation. Writing I 1 and I 2�F as shorthands for
I 1(x; y) and I 2(u(x; y; � ); v(x; y; � )), the derivative of
bI w.r.t. � is given by:

@bI (I 1; I 2 �F )
@�

=
Z Z

x;y 2 


X

b

@bI (I 1; I 2 �F )

@I(b)
2

r I (b)
2 �

�
@u
@�
@v
@�

�
dx dy :(15)
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Figure 3. Homography registration of a map with color image using MI. top: original images; middle: before
(left) and after registration (right); bottom: zoomed view before (left) and after (right) registration.
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102 103 104 105 106

PV Bias / / 3.601e-01 5.665e-02 7.620e-03
MSE / / 1.297e-01 3.213e-03 5.843e-05

PVKD Bias 2.005e-02 8.098e-03 2.291e-03 4.953e-04 9.420e-06
MSE 2.490e-03 3.196e-04 3.740e-05 3.443e-06 3.408e-07

KD Bias -2.192e-02 -9.130e-03 -2.981e-03 / /
MSE 5.553e-03 6.293e-04 7.427e-05 / /

Table 1. Bias and MSE for the di�erent MI-estimators and sample sizes, where I (X ; Y) = 0 :2231. For the
PV-method, no results are given forN < 104, because it makes no sense to use a histogram for such small
sample sizes. For the KD-method, no results are reported forN � 105, because of the excessive computation
times involved.

Here, index b runs over the di�erent spectral bands
of I 2, r I (b)

2 is the (transposed) spatial gradient of
the bth band of I 2 and integration is performed over

 which is the part of image I 1 which maps onto the
domain of I 2.

4.2. Non-parametric image registration

In the case of non-parametric image registration, the

ow-�eld is de�ned as:

F : R 2 ! R 2 :
�
x1
y1

�
!

�
x2
y2

�
=

�
x1 + u(x1; y1)
y1 + v(x1; y1)

�
;

(16)
and the goal is to �nd functions u() and v() which
bring pixels from I 1 into correspondence with pixels
from I 2. This problem is ill-posed and in general
an in�nite number of possible solutions exist. In the
case of multi-modal registration where the criterion
function should allow matches between di�erent im-
age values, the situation is even worse. Therefore, a
strong regularity condition needs to be imposed on
the �nal solution. We use MI as a global optimi-
sation criterion, and try to maximise the following
functional:

E (u; v) = bI (I 1; I 2�F )� �
1
2

Z Z

x;y 2 


kr uk2+ kr vk2dx dy ;

(17)
where � is a positive constant which de�nes the
trade-o� between the matching and smoothness. The
smoothness term punishes all deviations from a lin-
ear solution. The derivatives ofE w.r.t. u and v can
be found by calculus of variation, which gives rise to
the following set of partial di�erential equations:

@E(u; v)
@u

=

Z Z

x;y 2 


X

b

@bI (I 1; I 2 �F )

@I(b)
2

@I(b)
2

@x
dx dy + � � u = 0

@E(u; v)
@v

=

Z Z

x;y 2 


X

b

@bI (I 1; I 2 �F )

@I(b)
2

@I(b)
2

@y
dx dy + � � v = 0 ;

(18)

where � denotes the Laplacian operator and where,
like before, b indexes the spectral bands ofI 2. From
these equations, we can see that maximisingE drives
u and v in directions which increases theglobal MI
between both signals, while the laplacian tries to re-
move local deviations from linearity in F .

4.3. Algorithmic issues

During optimisation, integral positions ( x; y) in 

will in general not map onto integral positions in I 2,
and we use bilinear interpolation to sample pixel and
gradient values from this image. If both I 1 and I 2

consist of 1 band, the derivative of bI w.r.t. I (b)
2 is

computed with the convolution based approach and
we quantise the values ofI 1 and I 2 into 128 bins
each. To prevent wrap-around e�ects from the �t-
algorithm, used for the e�cient implementation of
the convolutions, we add an extra 64 bins at all sides
of the range. If either of both images has multi-
ple bands, we employ the non-uniform quantisation
approach and quantise both images into 32 bins, re-
sulting in a joint histogram with 1024 entries. This
proved su�cient to get accurate registration results.

A pyramidal coarse-to-�ne registration is used to
cope with large displacements between the images.
When entering the next pyramid level, the ML-value
for h is recomputed. This is neccessary because at
the new pyramid level, the amount of image data
increases and the kernel size should decrease respec-
tively. Furthermore, because the images are already
partly registered, their joint histogram has sharp-
ened, which also calls for smaller kernels.

For the non-parametric image registration we use an
optical 
ow approach similar to Proesmans et al.
(11), which outperformed other algorithms in a re-
cent benchmark (5). The algorithm was adapted to
include the MI matching term, and for the sake of
computational speed we use an implicit discretiza-
tion (15).

5. EXPERIMENTS AND DISCUSSION

The �rst experiment is an a�ne registration of a
natural color image (I 1) with a near-infrared (NIR)
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Figure 4. A�ne registration of a NIR image ( I 1) and a visible intensity image (I 2). The �rst row shows both
images and a checkerboard overlay of their initial positions. The second row shows an overlay ofI 1 and I 2 �F
after registration, and 2 detail views of this registration.

Figure 5. Non-parametric or '
uid' registration of a NIR image ( I 1) and a visible intensity image (I 2). The
�rst row shows both images and an overlay of their initial positions. The second row shows detail views of the
overlay of I 1 and I 2 �F before and after registration. The �rst 2 images of the second row show the alignment
of a detail of the stadion. The 3th and 4th image show the alignment of a detail of the airstrip.
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image (I 2), depicting a forest �re in Arizona, USA
(DigitalGlobe c
 ) (1). Both images have size 1024 x
1024 and 3 spectral bands with sensitivity towards
NIR and the red and green part of the visual spec-
trum, which are displayed as R, G and B, respec-
tively. Both images were sampled from the central
part of 2 original images which are already in perfect
alignment and we applied a di�erent scaling, rotation
and o�set to generate I 1 and I 2. Therefore, we can
compute the ground-truth for the registration and
compare this with our results.

The second experiment is a parametric (homogra-
phy) registration of a map of Amsterdam with a color
image. The results of the registration experiment are
shown in �gure (4.1). The detail views of the over-
lays, before and after registration, show the e�ects
of the computed 
ow-�eld.

The third experiment is an a�ne registration of
a NIR image (I 1) and a natural intensity image
(I 2), depicting a harbor scene in Helsinki, Finland
(National Land Survey of Finland c
 ) (8). Both im-
ages have size 1024 x 1024. The results are shown
in �gure (4). No ground-truth was available for this
pair, but the detail views of the �nal registration
overlay clearly show the accuracy of the recovered
transformation.

The fourth experiment is a non-parametric registra-
tion of a single-layer NIR image (I 1) and a natu-
ral intensity image (I 2), depicting an airport scene.
The size of the images is 469 x 730, and there are
small disparities between both images which cannot
be modelled by an a�ne transformation. The results
of the registration experiment are shown in �gure
(4.3). The detail views of the overlays, before and
after registration, show the e�ects of the computed

ow-�eld.

6. CONCLUSIONS AND FUTURE WORK

We have presented a registration algorithm based
on maximisation of MI to register multi-modal im-
ages. For single-band images we showed how a
combination of histogram based and kernel den-
sity based techniques leads to the formulation of a
fast, robust and di�erentiable estimator for MI. Its
computational cost scales linearly with the amount
of data, and the estimator displays an improved
bias-variance behaviour compared to the Viola-Wells
method. Next, the approach was extended towards
multidimensional signals, where a combination of
non-uniform vector quantisation and kernel density
estimation allowed us to de�ne an accurate estima-
tor with reasonable computational cost. The MI-
estimators were embedded in a general paramet-
ric and non-parametric image registration formula-
tion. We applied these algorithms to the registra-
tion of aerial images. With several examples, includ-
ing one ground-truth experiment, we demonstrated
how maximisation of MI can accurately register near
infra-red, pseudo color, natural color and intensity

images of the same scene. Future work comprises
a thorough investigation of the in
uence of kernel-
related parameters (type, size, orientation,...) and,
for the multidimensional case, the in
uence of the
number of bins on the registration speed and regis-
tration accuracy.
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